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ABSTRACT 
Dithering WFC3/UVIS observations allows users to construct the best possible representation of 
the astrophysical scene.  While most WFC3/UVIS users do dither their observations, the archive 
shows that there is very little uniformity in the way users dither.  This ISR is an effort to provide 
some uniformity to a subset of the dither cases:  the small dithers used for improved sampling and 
defect mitigation.  We study a model of the F606W PSF in order to determine how much dithering 
is necessary to recover all the structure that is present in a WFC3/UVIS image and determine that 
from a sampling standpoint, there is no need to construct regular patterns that are denser than 
3´3 points (N=9).  We therefore construct a set of patterns for N=2 to N=9 points in order to 
provide the best possible sampling for programs that have various numbers of similar exposures.  
These dithers must be commanded by the telescope, so we examine the archive of commanded 
POS-TARGs and achieved dithers to map our dithers into commandable POS-TARGs.   Tables of 
the POS-TARGs are provided for users planning future observations. 

 
 
 

1. Introduction 

It is important to dither WFC3/UVIS observations for several reasons:  mitigation of image defects, 
improvement of the pixel sampling, randomization of flat-field errors (including medium-scale 
fringing), filling-in the gap between detectors, mosaicking to cover large fields, etc.  For all these 
reasons, very few WFC3/UVIS observations are taken without dithering. 
WFC3/IR 2010-09 (Dahlen et al. 2010) provides a detailed discussion of dithering considerations.  
We will show below that the WF3/UVIS archive is replete with a dizzying number of different 
dithering strategies, many of them crafted by hand by users.  Some of this variety makes sense:  
programs that are more concerned about mosaicking will dither differently than ones that are more 
focused on improving the sampling.  Furthermore, some dithering objectives are mutually 
exclusive.  For example, dithering over the WFC3/UVIS chip gap requires a POS-TARG of over 
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1.2 arcseconds.  Such large dithers cannot be done while preserving pixel-phase sampling, since 
the pixel-phases become incoherent with offsets larger than about 25 pixels.   
Thankfully, there are several dithering objectives that can be met with a single strategy.  It is 
possible to mitigate detector defects, randomize pixel-to-pixel flat-field errors, and improve sub-
pixel sampling all with a single strategy.  This document will focus on presenting some dithering 
options that accomplish all of these objectives.   
We begin by examining how dithering can improve image sampling in Section 2, then in Section 
3 we explore what kinds of dithers users have employed in the past.  In Section 4, we examine 
how distortion affects our ability to dither.  In Section 5, we devise a dithering strategy for datasets 
that have between N=2 and N=9 identical exposures.  In Section 6, we examine the empirical 
relationship between POS-TARGs and the achieved pixel offsets, and in Section 7 we use all this 
information to convert our theoretical dither strategy into an implementable list of POS-TARGs. 

2. The need for sub-pixel sampling 

Dithering the scene by fractions of a pixel allows us to improve the resolution of WFC3/UVIS 
observations beyond that of a single observation.  This is because UVIS’s 40-mas pixels are too 
wide to adequately sample all of the detail in the PSF that is delivered by the telescope optics to 
the CCD detector.   By placing different parts of the scene at different locations with respect to the 
pixel grid, we can get a sense of what the scene is doing within the detector’s oversized pixels.   

But how much sub-sampling is enough?  There are two answers to this.  The first is practical and 
the second is theoretical. 
The practical answer is that the need for sampling simply depends on the science goals of the 
program.  Most programs seek a modest improvement of the sampling, with an aim to ensure that 
their output drizzled image will not have any boxy artifacts due to arbitrary pixelization ¾ a point 
source can look very different in an image where it is centered on a pixel and in one where it is 
located (say) at the boundary between four pixels.  Dithering to make all targets land in a variety 
of places with respect to the pixel grid produces a more regular output Drizzle product.  Of 
course, increased sampling does not come for free:  it requires dividing the program into more 
exposures, and each exposure has its own readout overhead and readnoise.  Other programs make 
more quantitative demands on the sampling.  Distinguishing between point sources and marginally 
resolved objects can be done only by carefully studying how a target looks at various pixel phases 
with high signal-to-noise and then comparing the observations to an accurate model of the point-
spread function (PSF).  In summary, exactly how much sub-pixel sampling is needed depends on 
the program, but most programs will benefit from even sampling and will suffer if the sampling is 
uneven.  

The theoretical answer to “how much sub-sampling is enough?” can be answered by noting that 
nothing in the scene delivered to the detector can be sharper than the PSF itself ¾ the PSF is by 
definition the response of the detector to a point source.  For this reason, there is no point in 
sampling the scene more finely than the smallest structures in the PSF.  We have models of the 
PSF based on high signal-to-noise stars in globular clusters (Sabbi & Bellini 2013, Anderson 
2018).  These models are not perfect, but they do give us a good sense of how sharp the PSF is.  
For uniformity, the PSF models are supersampled by a factor of four in each dimension, but in 
reality, most of the information in the PSF can be gleaned by coarser sampling.   
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Figure 1:  RMS error in modeling the PSF model with a given density of dither samplings per pixel.  
Note that although the PSF model was itself sampled with 4´4 points per pixel, even with 16 dithers 
we do not perfectly represent the model, because in this test we have randomized the phase of the 

pattern itself, such that a star wouldn’t necessarily have a sampling point at its very center.  This is 
of course what happens in real life. 

 

In Figure 1 we simulate sampling the PSF with a series of increasingly finely spaced points in 
order to determine at what sampling frequency the residual becomes small enough to be negligible.  
The brightest star we can detect without saturation has 75,000 electrons in its central pixel and 
about 400,000 electrons total (see Section 5.4.5 in the WFC3 Instrument Handbook).  This gives 
it a S/N of about 625, implying an error of about 0.15%.  We see from the plot that if we have 9 
samplings (in a 3´3 array), the sampling-related RMS error in describing the PSF is a little over 
0.1%.  So, then, with 9 dither points, we would be S/N limited, not sampling limited.  If we were 
to have only 4 dither points (in a 2´2 array), then the sampling would limit the analysis more than 
the S/N for a bright star.  Therefore, we conclude that a 9-point dither does improve the sampling 
over a 4-point dither, but going beyond a 9-point dither does not provide noticeable improvement.   
It is worth pointing out, though, that even if we don’t need more than 9 coherently phased dithers, 
if a program has more than 9 exposures it is still useful to spread the dithers out in pixel phase so 
that a given target doesn’t land in one sub-pixel location more often than other sub-pixel locations.  
We discuss this more below. 
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3. Dithering in the archive 

We used the Planned and Archived Exposure Catalog1 file to identify every WFC3/UVIS exposure 
taken through filter F606W.  The WFC3 team has all exposures archived on local discs, so we 
searched all the headers of these exposures and continued only with those taken where 
WFC3/UVIS was prime.  The reason for using only F606W is that it is one of the most common 
filters, and we wanted to be able to compare the POS-TARGs against the dither achieved in pixel 
space and we didn’t want to have to worry about the wedge effect, which introduces a slightly 
different non-dither-related offset between observations taken through different filters.  We 
insisted that WFC3/UVIS be prime to avoid the possibility that the POS-TARGs reported in the 
image headers might not be in the WFC3/UVIS frame.  We identified 4,663 qualifying 
observations taken through F606W and extracted from the header of each exposure the POS-
TARG and the dither pattern used.   

Table 1 below reports the distribution for the ten most common dither patterns.  There is quite a 
quite an assortment:  lots of line dithers, box dithers, and gap dithers of different flavors.  A 
plurality of users specify their own dithers via explicit POS-TARGs.  WFC3-specific patterns are 
described in Appendix C of the WFC3 Instrument Handbook and have been implemented via pull-
down menus in APT.  APT also allows observers to also select generic LINE and BOX patterns, 
with user-specified values for the step size and orientation. 

 
Table 1:  List of dither patterns used in F606W WFC3/UVIS-prime observations. 

ORD NOBS NAME NPTs Axis1 spacing 

(arcsec) 

Axis2 spacing 

(arcsec) 

Orientation 

(°) 

1 2267 [NO PATTERN] — — — — 

2 1184 WFC3-UVIS-DITHER-BOX 4 0.173 0.112  

3 390 WFC3-UVIS-DITHER-LINE 2 0.145 0.000 46.840 

4 363 WFC3-UVIS-DITHER-LINE-3PT 3 0.135 0.000 46.840 

5 278 WFC3-UVIS-DITHER-LINE2 2 3.000 0.000 85.759 

6 144 WFC3-UVIS-GAP-LINE 2 2.414 0.000 85.759 

7 108 LINE 2 0.145 0.000 46.840 

8 72 WFC3-UVIS-MOS-DITHER 2 2.400 0.000 85.759 

9 38 LINE 2 0.750 0.000 0.000 

10 24 LINE 2 0.072 0.000 46.840 

    
 

 
1 https://archive.stsci.edu/hst/paec.html 
2 This is a non-standard pattern created by a user. 
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Figure 2:  (Top) The achieved dithers (in distortion-corrected pixels) for the F606W filter where 
WFC3/UVIS has been in prime.  Dithers are shown with respect to the first exposure in the visit, 
which typically has a POS-TARG of (0.00, 0.00).  They are labeled according to the pattern that 

was used to achieve them.  The upper-right panel shows a zoom of the yellow-box region.  (Bottom) 
Comparison between the distortion-corrected pixel offsets and the commanded POS-TARG offsets. 

 
Figure 2 shows the distribution of achieved dithers (in pixels).  On the left, we show the full range, 
and on the right only those within  ± 20 pixels.  The spread about each point represents the 
precision with which the POS-TARG is executed.  It is clear that many of the patterns use the same 
points.  The central point is, of course,  common to all.  So are some of the green box-dither points. 
Each HST observing program is indeed unique, but it is hard to believe that so very many different 
dither strategies truly are necessary.  In reality, there are two broad categories of dither:  (1) large 
dithers for mosaicking or gap-coverage and (2) small dithers, designed to improve sampling (see 
WFC3 ISR 2010-09).  Both types of dithers do similarly good jobs mitigating bad pixels and flat-
field errors.  The large dithers do accomplish some sampling improvement, but this is 
accomplished in a random-walk sort of way, which is less effective than small dithers to provide 
deliberately even pixel-phase coverage. 
In this ISR, we will focus on small dithers for the purpose of pixel-phase coverage.  These dithers 
will also naturally mitigate image defects and pixel-to-pixel flat-field errors.  The currently 
available dithers for this purpose are the UVIS-LINE dithers and the UVIS-BOX dithers.  The 
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UVIS-LINE dithers are most useful when there are two or three exposures and the UVIS-BOX 
dithers when there are four.  Observers frequently take 6 full-frame exposures in an orbit.  It is 
possible to combine a 3-point line pattern with a 2-point line pattern to get a 6-point dither, 
however these 6 dithers are not guaranteed to cover pixel phase as well as a deliberate 6-point 
dither. 
It is also the case that sometimes users take more than one orbit through the same filter at the same 
general pointing and could, thus, benefit from patterns with more than 6 points.  Furthermore, users 
of subarrays are not limited to 6 exposures per orbit (thanks to the smaller buffer dumps).  They 
would also benefit from patterns up to 9 points.  For all these reasons, we felt it would be beneficial 
to provide the community with dither patterns that are optimized for anywhere from 2 to 9 points.  
 

 
Figure 3: Pixel-area map.  The plate scale changes by ± 3% across the detector. 

4. Dithering and distortion 

Distortion results when there is a non-conformal3 mapping from the sky to the detector.  WFC3 
suffers from significant distortion, from linear terms all the way down to fourth order terms (see 
the Instrument Handbook).    

The plate-scale at the center of the UVIS detector is 39.95 milli-arcseconds per pixel, but the pixel-
area map in Figure 3 shows that the scale changes by ± 3% across the detector.  This means that 
if you dither by 5.5 pixels at the center of the detector, you will dither by 5.65 pixels at the corner.   
A dither of 10.5 pixels at the center will result in a dither of 15.8 pixels at the detector edge.   For 
this reason, dithers much larger than 15 pixels will result in pixel phases that are completely 
incoherent across the detector. 

 
3 A conformal mapping preserves angles.  It allows up to four parameters:  x offset, y offset, orientation, and scale.  
A general linear mapping allows for six parameters:  the four conformal terms, plus two additional terms related to 
(1) a non-orthogonality between the x and y axes and (2) a non-comensurability between the x and y axes.  Global 
linear distortions do not affect our ability to dither globally, but non-linear distortions do. 
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Figure 4:  The pixel-phase decoherence that results from the listed whole-pixel dithers in four 

different directions.  At the center of the detector, all dithers have a pixel phase offset of (0.5,0.5). 
The lines show the sub-pixel dither that achieved at the outer boundary of the detector.   For 

reference, the filled dot corresponds to the bottom-left corner, and the heavy line segment to the 
bottom edge of the detector. 

 
Figure 4 shows how a (0.5, 0.5) sub-pixel dither loses phase coherence at the outer boundary of 
the detector as a function of how large the whole-pixel part of the dither is.  It turns out that 
dithering along the x and y axes has a similar impact on phase-decoherence:  a dither of 16 pixels 
results in about a 0.2-pixel decoherence of the sub-pixel pattern. Dithering in the +135º direction  
turns out to have very large decoherence (about 0.3 pixel), but dithering in the +45º direction 
results in considerably less decoherence, particularly in the orthogonal direction.  It makes sense 
that such a dither happens to be along the lines of constant pixel phase (see Figure 3).  It is worth 
noting that the WFC3-UVIS-DITHER-LINE pattern and the WFC3-UVIS-DITHER-LINE-3PT 
pattern (rows 3 and 4 in Table 1) lie close to this 45 degree line.  We will make use of this property 
below when we design dithers to be executed. 
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5. Designing optimal pixel-phase dithers 

Small-angle dithers are designed to accomplish two main goals:  artifact mitigation and improved 
sampling of the scene.  Artifacts include hot pixels and image defects.  Unlike CMOS detectors, 
since CCDs are read out by the bucket-brigade of parallel-then-serial readout, CCDs can have bad 
columns.  So, in addition to dithering to avoid placing the same part of the scene into the same 
pixels, we also need to minimize placing the same parts of the scene into the same columns.     

Here, we will construct patterns to deal with up to 9 coherent small-angle dithers.  There are two 
components to each dither:  the whole-pixel offset (which mitigates image artifacts) and the sub-
pixel offset (which allows improved sampling).  The tighter the dither pattern in terms of whole-
pixel offsets, the more coherent the pixel-phase coverage will be across the detector, as we saw in 
the previous section.  We must, though, dither by a few whole pixels in order ensure that a 
particular image defect will affect a particular location in the scene in no more than one exposure.   
We note from Figure 4 that if our whole-pixel dithers are oriented in the +45º direction, then their 
pixel phases will be more coherent; particularly the sub-pixel dithers that are orthogonal to this 
offset.  As for the sub-pixel dithers, we note that if we make use of the coherence in the +45º-
direction for whole-pixel dithers, then we should orient our sub-pixel dithers in this direction first, 
since that is the direction where they most quickly lose coherence.   

We will construct a set of dithers for N = 2 to N = 9.  As we saw in Section 2, there is no need for 
more than 9 points in a pattern:  the scene can be fully reconstructed with 3´3 supersampling.  If 
users need more points than this, they can combine patterns with small POS-TARG offsets 
between them to ensure separation and relatively even sampling. 

Figure 5 shows the devised patterns for N = 2 to N = 9 dithers.   Note that we have ordered the 
sub-pixel patterns first along 45º lines, since the phases lose coherence much faster in this direction 
than in the other.  After executing all the dithers for each pattern along the central diagonal line, 
then we execute the other sub-pixel dithers along offset lines parallel to that line.  This coherence-
maintaining strategy was largely successful.  The figures in the Appendix show the pixel phases 
at the four corners and edges of the detector for these patterns, and we see a nice, even distribution 
of pixel phases everywhere. 
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Figure 5:  The dither patterns that we have constructed for N=2 through N=9.  For each pattern, we 
show (on the left) the sub-pixel dither achieved at the center of the detector, as well as the integer-

pixel offsets added to ensure mitigation of artifacts. 
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6. From POS-TARGs to dithers 

Dithering is accomplished via POS-TARGs.  Even the LINE and BOX dithers end up getting 
converted into POS-TARGs before they are executed, and they are reported as POS-TARGs in the 
image headers.   
POS-TARGs are executed by moving the guide stars within the FGS pickle.  They are specified in 
arcseconds in a rectified celestial frame that has the y-axis aligned closely with the y-axis of the 
detector.  Because the WFC3/UVIS detector has considerable skew (a linear distortion), the x-axis 
of POS-TARGs is inclined relative to the x-axis of the detector pixels. 
A model of the distortion in UVIS was used to construct the LINE and BOX dithers in the 
Handbook such that they would accomplish the desired pixel-phase coverage.  We considered 
doing the same thing for this project, but found a simpler and more direct way to convert our 
designed dithers into POS-TARGs. 
We collected all the F606W exposures discussed above.  We focused on a single filter, since each 
filter can have a small “filter wedge” offset with respect to other filters, and we didn’t want any 
complications in solving for that to impact these results.  There are typically several dithered 
exposures in each visit.  We measured all the stars in each exposure using a soon-to-be-released 
software routine, hst1pass.  This routine goes through images pixel-by-pixel, identifies 
potential sources, measures them with an empirical model of the PSF, and corrects the positions 
for distortion.  We thus have, for each exposure, a list of raw and distortion-corrected positions 
and fluxes for identified stars. 
We examined the data by visit.  For every pair of exposures in each visit, we cross-identified stars 
in the two lists and determined the shift in pixels from one frame to the other, both in terms of the 
raw-pixel frame and in terms of the distortion-corrected-pixel frame.     

We then compared the observed (DX, DY) offsets (the capitals denote distortion-corrected offsets) 
with the commanded offset in the header, (DPOS-TARGX, DPOS-TARGY).  When we did this, we 
noticed that the relationship between pixel dither and POS-TARG dither changed in 2010.  For 
each pair of dithered exposures within a visit, we compared the POS-TARG with the distortion-
corrected offset and fit this with a two-parameter model: 

!Δ𝑃𝑂𝑆-𝑇𝐴𝑅𝐺!Δ𝑃𝑂𝑆-𝑇𝐴𝑅𝐺"
+ = 𝑆 × .𝑐𝑜𝑠𝜃 −𝑠𝑖𝑛𝜃

𝑠𝑖𝑛𝜃 𝑐𝑜𝑠𝜃 6 !
Δ𝑋#$!
Δ𝑌#$!

+, 

where S represents the scale (in arcseconds per pixel) and q  represents the angle between the POS-
TARG system and the distortion-corrected pixel system. 

Figure 6 shows q over time for exposure pairs with large POS-TARGs, so that a high-accuracy S 
and q  could be measured.  There is a clear shift in q  at 2010.25.  This is due to the fact that the 
initial POS-TARG mapping was based on pre-flight data, but a subsequent analysis of on-orbit 
data allowed the Goddard engineers to make improvements the POS-TARG system.  We will use 
the post-2010.25 data for everything that follows.  It is curious that there are few datapoints after 
2015; apparently not as many F606W observations used large dithers in a single visit.  Perhaps the 
mosaicking was more often done with changes of target than with large dithers. 
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Figure 6:  This shows the angle (in degrees) between the POS-TARG-y axis and the pixel-y axis over 
time for dithers (> 10 arcseconds) for F606W prime observations. 

 

The parameters S and q are all that should be necessary when we compare POS-TARGs with 
offsets in distortion-corrected pixels, since both systems should be corrected for distortion and in 
the absence of distortion, two such systems can differ only by conformal transformations 
(translation, rotation, and scale; since we’re looking at differences in positions, the translation term 
should be irrelevant).  But if we want to take the detector distortion solution out of it, we can work 
with raw pixels (those not corrected for distortion) and generalize the relationship.   

The top panels of Figure 7 show the achieved dithers in raw pixels along x (and y) against the 
commanded POS-TARG in x (and y) for displacements of less than 15 pixels (the data come from 
Figure 2).  Displacements larger than 15 pixels will be affected by distortion, such that the offset 
in one corner of the detector may be different from that at the center.  By focusing on small 
displacements, we can get a handle on the differential relationship between small POS-TARGs 
and the achieved dither in raw pixel space.   

We analyze together all the associated post-2010.25 pairs of (DPTX, DPTY; Dx, Dy) for this small 
range of displacement to solve for the following linear relationship: 

!Δ𝑃𝑂𝑆-𝑇𝐴𝑅𝐺!Δ𝑃𝑂𝑆-𝑇𝐴𝑅𝐺"
+ = .𝐴 𝐵

𝐶 𝐷6 !
Δ𝑥#$!
Δ𝑦#$!

+. 

Here, A, B, C, and D represent a simple, general linear transformation and the lower-case pixel 
coordinates denote raw positions, un-corrected for distortion.  We can solve for these four 
coefficients using least squares and the set of POS-TARGs and raw-pixel offsets from Figure 7.  

The values we obtained for A, B, C, D are: 

.𝐴 𝐵
𝐶 𝐷6 = .0.039638 0.000026

0.002610 0.0397866. 

Note that A ¹ D and B ¹ -C.  This is because the raw pixel frame has linear distortions:  the x and 
y axes are not commensurate, and the two axes are not exactly orthogonal. These ABCD  
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Figure 7:  (Upper) trend of achieved x-dither (in raw pixels) against the commanded POS-TARG, 
for x (left) and y (right).  (Lower) the residuals of the 6-parameter fit.  The red points were more 

than 3.5-sigma discrepant and were iteratively rejected from the fits. 

coefficients will allow us to convert from dither offset (in pixels) to implied POS-TARGs (in 
arcseconds) for small-angle dithers.   
The bottom panels of Figure 7 show the residuals between the observed points and the linear 
model.  The typical residual is about 0.07 pixel (3 mas) in each coordinate.  This gives us a direct 
sense of how accurately HST is able to execute POS-TARGs.  See also WFC3/ISR 2012-14, which 
shows repeatable change in raw pixel coordinates across an orbit in finely time-sampled 
consecutive orbits for a target at a fixed POS-TARG (0,0). 
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Figure 8: Trend in total transformation residual (x and y combined in quadrature) plotted against 

the clock time between exposures. 

 

Finally, Figure 8 shows the POS-TARG/dither residuals as a function of the time between dithers.  
We do not have information at hand about which observations are within the same orbit-visibility 
period, but given that orbital visibility is typically 45 minutes, it appears that the quality of dither-
execution gets slightly worse during the orbit, then improves again after occultation and guide-star 
re-acquisition.  Even so, it is clear that most dithers are executed with a typical precision of about 
0.07 pixel in each coordinate. 

 

7. POS-TARG Tables for programs  

We combined the patterns constructed in Section 5 with the linear model from Section 6 in order 
to come up with the set of POS-TARG offsets (in arcseconds) that would accomplish the designed 
dithers.  Tables 2 through 9 provide the details of our designed patterns along with the POS-
TARGs that will achieve them.  There are currently not any plans to get these implemented directly 
within APT, but it shouldn’t be too hard for users to input them manually.  

As mentioned above, if users have a need for more than 9 small dithers ¾ say, for multi-orbit 
programs or a series of short subarray observations ¾ then they can easily split their large set into 
two or more sets of N £ 9 patterns, and separate the patterns by ~20 pixels or so (~0.5 arcsecond) 
in the POS-TARG-y direction.  For example, if a user has 17 dithers, he or she could do a 9-point 
pattern, shift up by 0.5 arcsecond, then perform an 8-point pattern.  The 9- and 8-point sets would 
not be coherent with each other in pixel phase, but the net coverage would still be extremely 
uniform in pixel phase.  The moderate undersampling of the WFC3/UVIS PSF means that it would 
not benefit from a finer coherent pattern, but it is still important to achieve relatively even 
coverage. 



 

 14 

Table 2: 2-pt dither pattern 

N dx (pix) dy (pix) POS-TARG-x (²) POS-TARG-y (²) 

1 0.000 0.000 0.0000 0.0000 

2 4.500 4.500 0.1785 0.1908 

 
Table 3: 3-pt dither pattern 

N dx (pix) dy (pix) POS-TARG-x (²) POS-TARG-y (²) 

1 0.000 0.000 0.0000 0.0000 

2 4.333 4.666 0.1719 0.1970 

3 8.666 8.333 0.3437 0.3542 

 
Table 4: 4-pt dither pattern 

N dx (pix) dy (pix) POS-TARG-x (²) POS-TARG-y (²) 

1 0.000 0.000 0.0000 0.0000 

2 4.500 4.500 0.1785 0.1908 

3 8.000 8.500 0.3173 0.3591 

4 12.500 12.000 0.4958 0.5101 

 
Table 5: 5-pt dither pattern 

N dx (pix) dy (pix) POS-TARG-x (²) POS-TARG-y (²) 

1 0.000 0.000 0.0000 0.0000 

2 4.333 4.333 0.1719 0.1837 

3 8.666 8.666 0.3437 0.3674 

4 12.000 12.500 0.4760 0.5286 

5 16.500 16.000 0.6544 0.6796 

 
Table 6: 6-pt dither pattern 

N dx (pix) dy (pix) POS-TARG-x (²) POS-TARG-y (²) 

1 0.000 0.000 0.0000 0.0000 

2 2.333 8.333 0.0927 0.3376 

3 4.666 4.666 0.1851 0.1978 

4 6.000 12.500 0.2382 0.5130 

5 8.333 8.833 0.3305 0.3732 

6 12.666 12.166 0.5024 0.5171 
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Table 7: 7-pt dither pattern 

N dx (pix) dy (pix) POS-TARG-x (²) POS-TARG-y (²) 

1 0.000 0.000 0.0000 0.0000 

2 2.250 8.250 0.0894 0.3341 

3 4.500 4.500 0.1785 0.1908 

4 6.750 12.750 0.2679 0.5249 

5 8.000 8.500 0.3173 0.3591 

6 10.330 16.833 0.4100 0.6967 

7 12.666 12.133 0.5024 0.5158 

 
Table 8: 8-pt dither pattern 

N dx (pix) dy (pix) POS-TARG-x (²) POS-TARG-y (²) 

1 0.000 0.000 0.0000 0.0000 

2 2.250 8.250 0.0894 0.3341 

3 4.500 4.500 0.1785 0.1908 

4 6.750 12.750 0.2679 0.5249 

5 8.000 8.500 0.3173 0.3591 

6 10.250 16.750 0.4067 0.6932 

7 12.500 12.000 0.4958 0.5101 

8 16.750 16.250 0.6644 0.6902 

   
Table 9: 9-pt dither pattern 

N dx (pix) dy (pix) POS-TARG-x (²) POS-TARG-y (²) 

1 0.000 0.000 0.0000 0.0000 

2 2.333 8.333 0.0927 0.3376 

3 4.666 4.666 0.1851 0.1978 

4 6.000 12.333 0.2381 0.5063 

5 8.333 8.666 0.3305 0.3665 

6 10.666 16.000 0.4232 0.6644 

7 12.000 12.666 0.4760 0.5352 

8 14.333 20.000 0.5687 0.8331 

9 16.666 16.333 0.6610 0.6933 
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8. Conclusions 

This ISR has provided a set of POS-TARGs that will allow users to dither with optimal sub-pixel 
sampling for programs that have anywhere from N=2 to N=9 similar observations.  In the case 
where users have more exposures than this, they can combine patterns with small offsets between 
them. 
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Appendix A 

We show here the impact of distortion on the pixel phases of the N=2 to N=9 patterns.  The 3´3 
array for each pattern shows the locations of pixel-phase samplings at the center of the detector 
and at the four corners and sides.  In the center of each panel, we show the outline of a pixel and 
the surrounding ±0.5 pixels, to give a sense of where a given point in the scene will have nearby 
pixel samplings. 
 
Most of the following patterns show no degradation at the edges of the detector.  Only the last 
two show any significant change in the pixel-phase coverage in the upper left and lower right 
corners of the detector, and even these have no significant spaces.  
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