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1 Abstract 
At the very end of the third and last NIRCam cryo-vacuum test campaign at Lockheed 
Martin, a single dark ramp has been taken in Reset-per-Integration mode with the flight 
ASICs at 37K. The analysis of this ramp clarifies the type of instability present in the 
output chain, hardly visible in Reset per Frame mode and therefore potentially left 
uncorrected for by the data processing pipeline. The first part of this report describes a 
general correction scheme that provides satisfactory results also in Reset per Frame 
mode, still the current baseline for NIRCam. The second part deals with the residuals 
after drift correction, affected by 1/f and readout noise. To correct for the 1/f component, 
an algorithm is proposed that exploits the information contained in the noise power 
spectrum to disentangle the 1/f component without contamination, at a 95% reliability 
level, from the high frequency white noise.  

2 Introduction 
The counts cP  returned by a generic pixel P(x, y)  of a NIRCam detector read at a time 
can be expressed as   

cP = aP + bPt + KTCP + RS +1/ fP + eo+ ronP + bpt (0.1)	  
where 

• aP  is the DC pedestal  set at the beginning of the ramp, typically a few thousand
ADUs. The pedestal is largely controlled by the setup of the readout electronic
chain, and its nominal value is therefore the same for all pixels of the same sector.
It also has a pixel-dependent component, as not all unit cells are created equal. As
long as the system is maintained in stable conditions, the pixel pedestal should not
change with time. It is known that temperature variations of a few mK may affect
the pixel pedestal (e.g. the so-called “frame effect”), adding to the noise during
the ramp (Regan et al. 2008).
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• bP is the signal slope, including the contribution from the detector dark current. 
For simplicity, we assume here that the response of the detector is linear, 
otherwise one can consider a more generic function of the integration time.  

• kTCP  is a random contribution due to uncertainty on the amount of charge stored 
initially at the reset voltage level (Johnson or kTC noise, where k is the Boltzmann 
constant, T the temperature and Cp the node capacitance.  

• RS   is a sector-dependent and frame-dependent offset with respect to its nominal 
level. This term is characteristic of the current NIRCam readout mode, Reset-per-
Frame (RPF): each ASIC pre-amplifier is reset at the beginning of each frame to 
prevent large drifts due to leakage currents in the feedback control loop (Loose et 
al. 2007). The amplifier drift is especially strong at room temperatures, potentially 
shifting the output signal out of the ADC range. The reset introduces a random 
offset pedestal to each frame, common to all pixel of the same sector.  

• 1/ fP  is a 1/f noise term. It usually appears highly correlated between sectors, 
suggesting that it is dominated by noise in some common reference voltage. The 
1/f noise introduces spatial correlation in the fast scan direction. Most of the 
noise, however, is in the low frequency terms and can be effectively mitigated by 
the use of reference pixels.  

• eo is an even-odd term that accounts for the offsets between the even/odd 
columns from a common intermediate value. It often appears as a fixed pedestal, 
but it may also vary frame to frame, the long wavelength detectors being 
apparently those more affected.  

• ronP  is the readout noise term, including rounding error. It is generally assumed 
that this noise term has a Gaussian distribution with zero mean, although the 
Analog to Digital converter may have a small tendency to a biased response at the 
last bits. 

• bPt  is the shot noise associated with the signal. 

 
The main objective of the ramp processing pipeline is to determine the bP  term, i.e. the 
slope, from a set of cP  signal samples. A best-fit procedure can also provide the DC 
pedestal aP + kTCP , which can therefore be regarded as another product of the pipeline. If 
the system is stable, by averaging a large number of intercepts one can derive aP , the so-
called “super bias”. The readout noise term and the Poisson noise of the signal provide 
the fundamental noise floor and cannot be mitigated.  
We are then left with the three other terms,RP , 1/ fP  and, possibly, eoP . They are 
randomly (time) variable during each ramp and spatially correlated in three different 
ways (by sector, by row, or by columns, respectively). Their correction, or mitigation, 
requires the use of the four rows of reference pixels at the edges of the detector.  
For reference pixels, following the same convention, we can rewrite Eq.(0.1)  as: 
	   cR = aR + kTCR + AR +1/ fR + eoR + ronR 	  	   (0.2)	  
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i.e. the reference pixels, lacking the slope term b, contain only pedestal and noise terms. 
For every pixel, reference and active, a key assumption is that all noise terms have zero 
average. We have just made use of this property introducing the super-bias. In particular, 
the average of all values of any given reference pixel obtained during a ramp provides an 
unbiased estimator of its true bias level aR + kTCR . Therefore, if one subtracts from each 
pixel its ramp-averaged value, one is left with pure residuals around zero. 
A second hypothesis is that all reference pixels residuals, averaged over time or over 
space, have the same statistical behavior: they represent a ergodic dynamical system. 
Averaging residuals then allows tracking in the most reliable way the noise properties of 
the system, and correct them in the optimal way. 
To summarize, the first step of the processing is to subtract, from every reference pixel, 
the corresponding average value across the ramp, leaving for the moment unaltered the 
active pixels.  
An alternative approach often used consists in subtracting the first frame (reference and 
active pixels) from all other frames of the ramp. In this way the pedestal (a + kTC term) 
imprinted on each pixel at the beginning of a ramp is largely but not optimally corrected. 
Since for active pixels the first frame always represents a bad estimator of the fixed bias 
term, having been taken several seconds after the reset, the pedestal eventually will need 
to be added back, i.e. the first frame subtraction is basically useless (except for quick look 
purposes). In what concerns the reference pixels, the disadvantages are more formal: the 
subtraction of the first frame (or of any other frame) adds correlation to the noise 
properties of the data set. For example, if the first read for a given pixel reference 
happens to be “high”, that pixel will have consistently “low” values in all others reads. In 
general, working with residuals around any random draw is inaccurate, since basic 
statistics requires working with residuals around the average of the sample.  

3 Analysis of the residuals 
Having clarified why one has to work with the residuals around the average, let’s start by 
visualizing the behavior of the horizontal reference pixels (rows 0:3 and 2044:2047) of 
the first, leftmost sector (columns 0:511) of a dark current ramp acquired with the 
NIRCam SCA#482 detector during the 3rd and last cycle of tests at Lockheed Martin on 
April 3, 2014.  
The data are under the directory 
NRC_3D6-no-RPI_1_20658_JW1_jlab84_20130403T035856_20130403T041858 
and the 10 filenames, one for each detector, have name similar to this one (for SCA#482) 
NRC3D6-no-RPI_1_482_SE_2013-04-03T04h29m48.fits 
As the ramp contains 108 frames, we are dealing with an array of size [8,512,108]. After 
subtracting the ramp-average of each pixel (an array of dimension [8,512]), we obtain the 
residuals presented in Figure 1.    
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Figure 1 Horizontal reference pixels for sector 1 of NIRCam SCA #482, as measured in a ramp of 
108 frames in RPF mode. 

Each spot in Figure 1 is an ensemble of 8x512 reference pixels read at the beginning and 
at the end of each frame. As this ramp was taken in RPF mode, the jumps between frames 
are due to amplifier reset, that clearly dominates the scatter of values (the overall 
standard deviation of 14.54 ADU corresponds to about 30 electrons, assuming 2 e/ADU 
gain).  
In Figure 2 we show all 4 sectors, with different colors; the behavior is similar, 
dominated by large jumps due to the reset of the output amplifiers with each frame. Some 
degree of correlation seems to be occasionally present in correspondence of the largest 
jump, but still with substantial scatter. 
If one consider a sector and removes the jumps, by subtracting the average values 
measured in each frame, then the “higher order” residuals show strong correlation. This is 
where the 1/f noise mentioned in Section 1 appears. Figure 3 compares these residuals, 
after jump removal, for the horizontal reference pixels of sector 1 and 4, these last plotted 
with a -20ADU offset for clarity: the correlation looks very strong, indeed.  
Subtracting off the variable jumps of the pedestal induced by the RPF readout mode and 
then working on the final residuals may look therefore a most viable approach. However, 
a look at the unique ramp taken in RPI mode shows that the situation is more complex 
and suggests a more refined strategy. 



JWST-STScI-003852 
SM-12 

 
Check with the JWST SOCCER Database at: https://soccer.stsci.edu 

To verify that this is the current version. 
 

 - 5 - 

 
Figure 2 Same as Figure 1, for all 4 sectors of the detector. Black: sector 1; Red: sector 2; Blue: 
sector 3; Orange: sector 4. 

 
Figure 3 Residuals of the horizontal reference pixels of sector 1 (Black dots) and 4 (Orange dots), 
these last plotted with a -20ADU offset. The correlation between the two sets of residuals is evident. 

4 Reset-per-Integration 
Immediately before taking the long dark ramp presented in the previous section, another 
dark of identical duration was taken in Reset-per-Integration (RPI) mode. In this mode, 
the output amplifier is not reset with each frame, but is left floating during the full 
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integration. This allows analyzing the long term behavior of the electronic chain.  
The data are under the directory 
NRC_3D6-RPI_1_20657_JW1_jlab84_20130403T033614_20130403T035614/' 
and the filenames are similar to this one  
NRC3D6-RPI_1_482_SE_2013-04-03T04h04m09.fits 
for SCA#482, which again is the detector we are going to consider. 
Let’s start with Figure 4, twin of Figure 2 for the RPI mode. Thanks to the absence of the 
amplifier resets, one can now unveil the long-term drifts of the 4 electronic chains 
servicing the four sectors. Sector 1 (black) and sector 2 (red) look quite stable and behave 
similarly, possibly with sector 2 being overall a bit steeper. Sector 3 rises much more 
strongly, while sector 4 shows a dramatic decay by about 250 ADUs over the ~1000s 
long integration, corresponding to about 1 electron every 2 seconds of integration.  
These are the horizontal pixels, probing the status of the readout electronics every 10s. It 
would be more accurate to present these data as a function of the actual time to show up 
the gaps. This is done in Figure 5, where each vertical bar represents the group of 
reference pixels read at the top of a frame and at the bottom of the next frame.  
Figure 5 leads to Figure 6, which now includes all reference pixels, horizontal and 
vertical, for the two outer sectors 1 and 4, plotted against time. Figure 6 shows that the 
horizontal reference pixels, represented with a blue bar (bottom ref. pix.) and a red bar 
(top ref. pix.) are good tracers of the long term drift more finely sampled by the vertical 
reference pixels. This is good news, since for the inner sectors 2 and 3 we can only rely 
on the horizontal reference pixels to reconstruct the long-term drift. 
 

 
Figure 4 The horizontal reference pixels of the 4 sectors for the ramp taken in RPI mode. Black: 
sector 1; Red: sector 2; Blue: sector 3; Orange: sector 4. 
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Figure 5 Same as Figure 4, with the values now plotted against actual time (zero delay assumed 
between adjacent frames). 

 
Figure 6 Same as Figure 5 with the vertical reference pixels overplotted.  

Blue dots refer to the horizontal/bottom reference pixels, red dots to the top/horizontal reference 
pixels. Note the very first bar color blue (start from the bottom of first frame) and the very last color 
red (end with the top of the last frame). 
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The large drift of sector 4 for SCA#482 apparent in Figures 4-6 is not exceptional. Figure 
7 shows the series of 10 screen captures for the vertical reference pixels of all 10 
detectors sampled in RPI mode, all presented with the same vertical scale. In the majority 
of cases the behavior appears nearly linear, but there are occasional anomalies.  
Is the drift in RPI mode so strong that the RPF mode is needed? Comparing only two 
ramps does not allow reaching a conclusion. Still, Figure 4 shows that the swing of the 
drift is generally comparable with the reset error shown in Figure 2, in fact it is smaller 
than the random amplitude of the reset error for sectors 1 and 2, while the opposite is true 
for the other two sectors. Even in the worst cases presented in Figure 6 the swing of the 
RPI signal by a few hundred ADUs does not push it out of the ADC range. From the 
point of view of understanding, modeling and subtracting the long term drifts, the RPI 
mode seems superior, and one can always process an RPI ramp as if it had been taken in 
RPF mode. On the other hand, the anomalies shown in Figure 6 indicate that to fully 
exploit the information provided by the RPI frame one will have to deal with 
discontinuities (SCA#483), small jumps (SCA#489) and even dramatic reversal of 
direction (SCA#490): just a blind, simple linear fit to the overall trend may do more harm 
than good. 
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Figure 7 Screen captures of the residuals of the vertical reference pixels for all 10 SCAs read in RPI 
mode.  

First row: SCA 481 (left) and 482 (right, see Figure 6); second row: SCA 483/484 and so on down to 
SCA 490. SCAs 485 and 490 are 5 micron devices. White is sector 1, red is sector 4.   
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5 A reference pixels correction algorithm 
We have seen that the noise terms traced by the reference pixels, or more specifically by 
the residuals of the reference pixels around their individual averages, can be decomposed 
in two main terms: a low frequency drift, characteristic of each sector, and a high-
frequency noise term, highly correlated between sectors. If the data are taken in RPF 
mode and the ramp is cut in pieces randomly shifted up and down (Figure 2), the drift can 
be hard to spot, masked by the high-frequency noise, especially for the poorly sampled 
inner sectors. This does not mean that the drift is absent, or irrelevant; applying a 
correction that assumes that there is only high-frequency noise on a flat pedestals would 
be incorrect, introducing errors that accumulate with time.  
A more correct strategy requires disentangling the two terms, working of course on the 
outer sectors where both can be measured. The high-frequency noise can then be added to 
the drift of all sectors, flattening out the ramps. This is the basic strategy of the algorithm 
presented here. The drift could be measured quite accurately in RPI mode (except for 
some pathologic case, as shown in Figure 6), but since the baseline for NIRCam is still 
RPF mode, we illustrate the version that works “locally”, on individual frames. One 
could even try to reconstruct the long-term drifts even in RPF mode, by e.g. matching the 
top/bottom reference pixels of adjacent frames, but we will not follow this path.  
The steps of the algorithm, presented in the Appendix as IDL code, are: 

1. Subtract from each pixel its ramp averaged value.  
2. The slopes of the four sectors are calculated by linearly fitting all horizontal 

reference pixels (rows 0-3 and 2044-2047) against the corresponding read time.  
a. Sector 2 and 4 are flipped to match the timing sequence of sectors 1 and 3, 

“left to right”; 
b. Only the horizontal reference pixels are used to derive the slope. Using also 

the vertical reference pixels for the two outer sectors would provide a more 
accurate estimate of their two slopes, unbiased by the local values of the high- 
frequency noise in the 2ms read time of the 4 rows at the top and bottom of 
the frames; however, a biased estimate is preferable, as the slopes will be 
consistently biased in all sectors. 

3. For each of the two outer sectors, the high-frequency noise is estimated by 
subtracting from the vertical reference pixels the appropriate value of the drift. 
a. For each sector, the high-frequency noise is a vector of 2048 elements, one 

per row; 
b. The vertical reference pixels are first averaged row-by-row; for the 4+4 rows 

at the bottom and top one averages 512 pixels, for the other 2040 rows only 4 
pixels are averaged; 

c. The time (needed to determine the drift term) is averaged in the same way; 
4. The high-frequency noise vectors derived from the two outer sectors are averaged 

together to create the final high-frequency noise model of the frame. 
a. At this point, it is possible to filter out the high-frequency noise model to 

mitigate the uncertainties related to the average over only 8 horizontal 
reference pixels. Several strategies are possible here, and we present ours in 
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Section 7; this extra step is omitted for the moment to concentrate on the 
results provided by the drift processing.  

5. The high-frequency noise model is added to the slopes to produce a drift plus 
high-frequency noise vector for each sector. 

6. The drift plus high-frequency noise vectors are replicated 512 times to produce a 
corrector frame. 

7. The corrector frame is subtracted from the frame. 
At the end of this algorithm, each frame of the ramp has been cleaned up removing the 
effect of the drift and the high-frequency noise; the sectors look nicely flat except for the 
pedestal terms, still present with the frame-to-frame offsets due to the RPF readout. 
While removing the pedestal term is a task for the ramp fitting, the frame-to-frame offset 
must be eliminated. Having cleaned in the best possible ways the reference pixels (of 
course, together with the active pixels) we can now get the most accurate estimate of their 
average values. The last two steps therefore are: 

8. Take the full ramp and use all reference pixels to derive their “super-average” 
value. This is the best estimate of the detector set point during the integration.  

9. Take the reference pixels of each sector and frame and derive their “local 
average”.  

10.  For all pixels (reference and active) of each sector and frame, subtract the local 
average and add the super average. 

This produces a ramp with all reference pixels, frame-by-frame, varying around a stable 
set point, without jumps, drifts and high-frequency noise (as much as possible!). Figure 8 
shows the exact analogs of Figure 4 and 6 after the correction. The plot on the left shows 
the sequence of horizontal reference pixels for all sectors, with standard deviation equal 
to 8.65, 8.76, 8.94 and 8.69 electrons for sectors 1 to 4, respectively (assuming 
gain=2e/ADU). The plot on the right shows the horizontal and vertical reference pixels 
for sectors 1 and 4. The scatter of the vertical reference pixels appears smaller because 
they have been averaged row-by-row. Individually they have a standard deviation of 7.36 
and 7.42 electrons, about 15% smaller than for the horizontal reference pixels.  

 
Figure 8 Same data of Figure 4 (left) and 6 (right) after reference pixel correction. 

6 Results 
Figures 9 and 10 show the results obtained for the two ramps of SCA#482 taken in RPF 
and RPI mode, respectively. The data have been processed with the algorithm presented 
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in the previous section; no filtering was applied to the high-frequency noise to facilitate 
comparison with other basic strategies of dealing with the reference pixels. After 
processing the two ramps of 108 frames, the first frame has been subtracted off from all 
the others creating 107 difference frames. This was intended to quickly remove the initial 
bias terms, without performing linear fit to the ramp. A robust estimate of the standard 
deviation was then extracted for each full frame. The data, originally in ADU, have been 
scaled first dividing by SQRT(2), to reconstruct the average readout noise of the pixels 
for a single read, and then multiplied by 2, the nominal gain of the electronic chain.  
Figure 9 and Figure 10 turn out to be nearly identical; this is not surprising, since the RPI 
ramp has been treated just as if it was taken in RPF mode. The readout noise over the full 
array starts from around 12 e/read and slowly rises with time. Dark current is present, 
adding to the noise. Assuming a nominal dark current of 0.01e/s, we have 0.1e/read. The 
red lines in the two figures show the effect of this dark current added quadratically to a 
12e/read noise: the general increase of the spatially averaged readout noise can be 
accounted for by the dark current.

Figure 9: Noise averaged over the full frame for a differential (first frame subtracted) ramp in RPF 
mode. The red line shows the combination of a nominal 12e (RON)+0.01e/s (dark current). 
 

 
Figure 10: Same as Figure 8, for the ramp taken in RPI mode. 

In Figure 11 we add the readout noise for the four sectors, separately plotted with 
symbols of different color (only active pixels have been considered). The readout noise, 
averaged over about 1 million pixels, is highly correlated between sectors. The offsets 
between sectors point to gain difference between the four electronic gains. A linear fit of 
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the 107 values measured for the four sectors vs. the full array averages, assumed to be set 
at gain=2 e/ADU, provides the following values: sector 1: gain=2.050 e/ADU; sector 2: 
gain=1.973 e/ADU; sector 3: gain=1.999 e/ADU; sector4: gain=1.975 e/ADU. 

 
Figure 11: Same as Figure 9, showing the average noise across the full frame (solid line) and the 
corresponding noise for the active pixels of the four sectors. Red: sector 1, Green: sector 2, Blue: 
sector 3; Yellow: sector 4. 

Finally, Figure 12 shows the plot one would obtain if the linear fit to the horizontal 
reference pixels is omitted. The high-frequency noise component is now less accurately 
derived, resulting in an increased scatter of the readout noise between frames. 

 
Figure 12 Same as Figure 8 (RPI ramp) but with the linear fit to the horizontal reference pixels 
omitted.  

7 Optimal noise filtering 
In the problem we are dealing with, the distinction between “signal” and “noise” can 
sometimes be confusing. What we have so far called “high-frequency noise” is tracked by 
the reference pixels. It can be processed, filtered and subtracted out from all other active 
pixels. In this sense, it contains a “signal”, unknown, to be disentangled from the true  
noise floor. This signal component has no pre-defined shape, i.e. it cannot be modeled a 
priori; the only thing we know is that it generally follows a 1/f-type pink noise spectrum, 
as indicated in Figure 13 for one of our single frames. The noise floor, on the other hand, 
can be assumed to be white, being dominated by uncorrelated Gaussian readout noise. 
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Figure 13 Power spectrum from the RPI ramp; the dotted line shows the slope of a pure 1/f noise 
spectrum. See Robberto (2011b) for details on how to extract the power spectrum.  

We are dealing with fundamental signal processing. In general, the signal can be 
separated from the noise through some sort of smoothing, or filtering. For example, one 
can use a boxcar average (e.g. Robberto 2011a), a SPLINE filter, or a Savitzky-Golay 
filter, as in the NCDHAS developed at University of Arizona (Misselt 2014). These 
techniques, powerful and widely used, can provide excellent results. However, they do 
not fully exploit the statistical information contained in the data: in order to prevent 
undersmoothing (overfiltering) or oversmoothing (underfiltering) some parameter, more 
or less hidden in the code, has to be adjusted. One can tweak these parameters 
empirically looking for the ideal values given the data at hand. But ideally one would like 
to use the statistical properties of the signal to perform the optimal filtering, without any 
ad-hoc assumption. 
Kosarev and Pantos (1982) have approached this problem, developing an algorithm that 
works in the Fourier space to discern an unknown signal from random noise, when the 
statistical properties of both signal and noise are known. It turns out that the classic 
Wiener filter, originally intended to work with random signal and noise, still provides the 
optimal filtering. Kosarev and Pantos (1982) consider specifically the case of signal with 
a 1/f spectrum plus white, frequency independent noise (like readout noise). The key 
problem is how to find the cut-off frequency between the signal and noise spectra (see 
Figure 13). Dealing with random quantities, the cut-off frequency will be determined 
with some uncertainty; since theory predicts that the power spectral density follows a chi-
square distribution, and at the cut-off there is only Gaussian noise, the spectral density at 
cutoff can be expressed as χ2

2 ⋅noise  (the lower 2 index stands for 2 degrees of 
freedom). One can therefore set the threshold at the point where the power spectral 
density has a 95% probability of being not caused by the high-frequency white noise. 
Above this frequency the spectrum is defined by the signal. A second (Gaussian) 
threshold is used to statistically derive the pure white noise spectrum, well into the “tail”, 
uncontaminated by the 1/f component. The algorithm includes an iterative loop to reject 
possible outliers that are not compatible with a white noise spectrum, i.e. not compatible 
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with the Gaussian distribution. Again, a statistically meaningful rejection threshold can 
be used. The main assumptions behind this method are: 

a. The noise must be uncorrelated (where, again, the noise is the readout, non-1/f 
component); 

b. The data must be taken at equidistant points 
c. The number of data should be equal to a power of two. 

All three conditions are satisfied in the case of NIRCam, at least in full array mode. 
Figure 14 shows the result produced by the algorithm on the residuals of the vertical 
reference pixels for a 10ms frame. Each data point represents the average over 8 
reference pixels, i.e. 4 on the left and 4 on the right. After subtraction of the filtered 
function (Figure 15), the rms noise, estimated through a robust estimator of the standard 
deviation, drops by about 20%, from 6.24e to 5.12e. 

 
Figure 14 Result of the filtering of the vertical reference pixels residuals (averaged over 8 columns) 
with the Kosarev and Pantos algorithm. The red line represents the signal estimated up to a 95% 
confidence level on the spectral amplitude. 
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Figure 15 Same as Figure 13 after subtraction of the signal (red line). The standard deviation drops 
from 3.12 ADU (6.24e) to 2.56 ADU (5.12e). 

In Figure 16 we show two other cases from the same ramp, to illustrate how the 
algorithm adapts to the characteristics of the noise power spectra to provide statistically 
consistent results. 

 
Figure 16 Other two examples of the filtering algorithm, showing its capability to adapt to the 
characteristics of the signal and noise spectra to produce the optimal smoothing. 

Finally, Figure 17 shows the result on the same ramp used to produce Figure 9, this time  
with filtered reference pixels.  The unfiltered version was giving higher noise; in other 
words, while the subtraction row by row of the average of the 8 reference pixel 
(residuals, of course) is certainly capable of capturing the low frequency variations (the 
“signal”), it also adds some - from the higher frequencies. Our smoothing algorithm 
improves the result, reducing the typical readout noise per read from around 12 to 11.2 
electrons.  
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It should be remarked that other methods may produce smaller residuals. Even this 
algorithm can produce smaller residuals, if one lowers the thresholds accepting higher 
risks of being contaminated by white noise: undersmoothing, or overcorrection. In 
general, looking for the minimal residuals to determining the optimal parameters, as in 
Robberto 2011a, is risky. The algorithm we are proposing also has uncertainties built in, 
due to the stochastic nature of the process, but they are meaningful statistical thresholds 
that can be controlled in a most reliable way.   

 
Figure 17 Same as Figure 9 for the ramp cleaned using vertical reference pixels smothed with the 
Kosarev and Pantos (1982) algorithm. The same scale used for Figure 9 is used, the blue line labeled 
“no filter” still showing the predicted total noise for the unfiltered data starting at 12 e. The new data 
are compatible with a readout noise reduced to about 11.2 electrons (SCA#482).  

8 Conclusions 
Thanks to a last-minute ramp taken in RPI mode at the end of the last cycle of Cryo-
Vacuum tests at Lockheed Martin, the presence and severity of long term drifts in the 
ASICs electronics at NIRCam operating temperatures has finally been probed. This 
allowed us to devise a reference pixel correction strategy that accounts, even on the short 
10s time scale of the single frames taken in RPF mode, for the low frequency drifts in all 
four sectors. After the drift correction has been adopted, the residuals can be filtered out 
in various ways. We have proposed an algorithm that exploits the information contained 
in the noise power spectrum to disentangle the 1/f component without contamination, at a 
95% reliability level, from the high frequency white noise component.  
The IDL procedures adopted in this study (CORRECTOR.pro for the ramp processing 
and OPTIMAL_SMOOTH_FFT.pro for the filtering) are available for download at 
http://www-int.stsci.edu/~robberto/Main/Software/IDL4pipeline/ 
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