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1 Abstract 
I use WFC3 data to illustrate step-by-step the process leading from the initial analysis of 
the linearity calibration ramps to the final application of a linearity correction algorithm 
on science data for the cluster Westerlund 1. I envision a “hybrid” approach that, while 
allowing using the current CALWF3 algorithm to correct the data, exploits a different 
algorithm to derive an improved set of coefficients, valid pixel-by-pixel. An improved 
linearity correction seems able to unveil relatively subtle effects of persistence and initial 
reset anomaly within the ramp. Anomalies in the reference pixels, dark current and 
detector cosmetics are also discussed.  

2 Introduction 
In three previous reports (Robberto 2011a, 2011b, 2012) I have described a new linearity 
correction algorithm that seems to provide excellent reconstruction of the true linear 
signal. The new approach represents a departure from the strategy currently in use for the 
WFC3-IR detector. In order to evaluate a possible implementation of the new algorithm 
in the JWST pipeline, it seems appropriate to explore how it behaves on real WFC3 data.  
The data used to derive the non-linearity coefficients currently in use for the WFC3-IR 
detector have been collected during the 3rd Thermal Vacuum Campaign in July 2008. The 
derivation of the linearity correction coefficients is described in Hilbert (2008). The 
dataset consists of 10 STEP50 ramps of 15 reads, bracketed by an initial and a final dark 
current ramp. In the STEP50 readout mode, the detector sampling is not uniform in time, 
as the first 5 reads are taken at the highest cadence, every 2.6 s intervals, while reads 7 to 
15 are taken every 50 s.  

3 Linearity correction 
The full process of linearity correction requires two main ingredients: a good set of 
calibration reference data and a correction algorithm. The results, the correction 
coefficients, are basically of two types: a) parameters that characterize the non-linearity 
of each pixel  (e.g. the coefficients of the polynomial expression used to correct), and b) 
parameters that specify the range of applicability of the algorithm and of validity of the 
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coefficients. The cut-off level of each pixel, above which the linearity correction should 
not be applied, can be regarded as one of these parameters.  
The first step toward building a linearity correction procedure requires building a reliable 
linearity data-cube of [i,j,n] values, where i and j are the pixels of the image and n is the 
number of frames. In this report I will always assume all integer vectors starting from 0 
(IDL convention), up to 1023 (for the Hawaii-1R detector of WFC3-IR).  
Starting from raw WFC3 data, the procedures needed are therefore: 

1) A fits reader for the WFC3-IR ramps;  
2) A procedure to combine multiple WFC3-IR ramps into a reference data-cube; 
3) A procedure to create the non-linearity coefficients. 

3.1 WFC3-R fits reader 
WFC3 fits files contain the science data on extensions 1, 6, 11, 16, etc. For the purpose of 
this exercise, it is sufficient to concentrate on these extensions. The IDL procedure 
READ_WFC3_file.pro extracts the science extensions together with three ancillary fits 
header keywords: 

- the number of frames in the ramp (keyword NSAMP), in our case 15; 
- the time of the sampling (keyword SAMPTIME). Note that these WFC3 data 

have not been taken at uniform sampling times; 
- The time of the zero sample (keyword SAMZERO). The WFC3 team has 

assumed the convention that the first sample is taken at time t=0 s; in fact, this 
samples is taken at SAMPZERO=2.932 s after reset, which represent the real 
physical beginning of the integration. By adding SAMPZERO to the vector of 
SAMPTIME values, the readout times are unambiguously connected to the 
physics of the detection process. 

The IDL procedure also reverts the order of both data frames and time array, to have 
them sorted by increasing integration time, from the shortest to the longest. WFC3 fits 
data are ordered last-to-first.  

3.2 Construction of the reference cube 
The second step is the construction of the “supercube” of linearity calibration data. We 
need a combines several ramps them into a master ramp with improve signal-to-noise. 
The procedure BUILD_SUPERLIN.pro performs this operation. 
There are a couple of preparatory steps that should be performed: reference pixel 
correction and dark current subtraction. I will consider both of them separately in the next 
subsections. 
3.2.1 Reference pixels 
Working on the same dataset considered in this report, Hilbert (2009) used only the 
vertical inboard pixels, i.e. columns 1-4 from both vertical edges (i.e. skipping the edge 
column 0). In Figure 1 I display the average values, frame-by-frame, of both horizontal 
reference pixels (top figure, rows 1-4 and 1019-1022) and vertical reference pixels 
(bottom figure, columns 1-4 and 1019-1022). Each box refers to a ramp, and for each 
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ramp and for each quadrant we have 15 average values. The four colors refer to the four 
quadrants; I anticipate that the differences between quadrants will not be relevant in the 
discussion below. To remove the strong pixel-to-pixel variations (the reference pixels do 
not have exactly the same capacitance), I have subtracted from each pixel its average 
value across all reads. For this reasons, the vertical values are all around 0 average.  
The two families of reference pixels behave quite differently. Both show counts that 
decrease during each ramp, but while the horizontal reference pixels (top row) decrease 
by only a few ADU, with some major jump at the beginning of the ramps (i.e. after reset), 
the vertical reference pixels appear strongly correlated with the signal, mimicking quite 
closely the initial linearity and the eventual entry in the saturation regime. The scale is 
also different, as the signal swing for the vertical reference pixels is about 30ADU. While 
it is true that ramp-to-ramp the vertical reference pixels appear more consistent than the 
horizontal ones, their behavior looks quite suspicious.  
In Figure 2, similar to Figure 1, I plot the outmost ridge reference pixels. These pixels by 
design have their capacitance located outside their readout cells, and are called for this 
reason off-board reference pixels. Their smaller number and noisier circuitry produces 
plots more scattered, but overall their behavior appears similar to that of the 
corresponding regular (on-board) reference pixels. In practice, regardless on how the 
reference pixels have been engineered by the manufacturer, the differences between 
horizontal and vertical reference pixels, and the anomalies, are the same. 
Unlike Hilbert (2009), I will not use the vertical reference pixels, as they are suspiciously 
sensitive to light. The horizontal reference pixels seem to be more immune, but not 
entirely: they have small variations within the ramps, but all in the same direction. They 
never “go-up”, which suggests some correlation with the accumulated signal must be 
present also in this case. They also show a much larger random variation at the reset, but 
this is less of a concern since jumps at the beginning of the ramps are fully accounted for 
by the ramp fitting. One could use horizontal reference pixels to correct for these reset 
jumps, but it is not really needed. Therefore I will not implement any reference pixel 
correction to these data.  
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Figure 1: Horizontal (top) and vertical (bottom) on-board reference pixel values averaged for each 
read and quadrant (color coded). The outmost row/columns have been neglected, so each point 
represents the average of 511x4 reference pixel values. 

 
Figure 2: Same as Figure 1, for the off-board reference pixels. 
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3.2.2 Dark current 
In what concern the dark current, the data that need to be considered are the two dark 
current ramps taken during the same test procedure, one at the beginning and one at the 
end of the sequence of illuminated exposures. 
Let’s look at a few representative cases, comparing the two dark current ramps for three 
randomly selected pixels. Figure 3 shows as black lines the initial dark current ramps and 
as red lines the final ones. There is clearly a systematic difference, i.e. an increase of dark 
current after illumination for all pixels, which can most reasonably be attributed to 
persistence.  
In Figure 4 I compare the histograms of the dark current counts before (top) and after 
(bottom) illumination, derived by simply subtracting the first frame from the last one, for 
all active pixels ([5:1018, 5:1018]). The average dark current increases from 4 ADU in 
452s, i.e. about 0.0088ADU/s, to 345ADU in 452s, corresponding to 0.76ADU/s. This is 
about a hundredfold increase after illumination! 
 

 
Figure 3: Dark current ramps for pixels [500,500], [500,502] and [500,499], from top to bottom. 
Black lines refer to the initial (before illumination) dark, red lines to the final (post illumination) 
dark. 

 
 



JWST-STScI-002894 
SM-12 

 
Check with the JWST SOCCER Database at: https://soccer.stsci.edu 

To verify that this is the current version. 
 

 - 6 - 

 
Figure 4: Histograms of the dark current before (top) and after (bottom) illumination. The average 
values, estimated with a robust (iterative sigma clipping) algorithm, are respectively 4.172 ADU and 
375.809 ADU at the end of 449.23 s integrations. 

 
The obvious question we are facing is if the huge increase of dark current may affect the 
linearity ramps and therefore the validity of our linearity correction: the linearity ramps 
may also be affected by persistence, the first ramp minimally and the last one a the 
highest level. To answer this question we need to inspect the linearity ramps, looking for 
the differences between the first one and all the others. 
3.2.3 Inspecting the linearity ramps 
Figure 5 shows the ramps for two randomly selected pixels. The dashed lines are relative 
to the first illuminated ramp, immediately after the initial good dark; the black solid lines 
are the following 9 ramps. It is evident that the dashed lines are less steep than the solid 
ones. These, on their side, appear nicely consistent with each other. The red lines are the 
9 ramps after subtraction of the post-illumination dark current. Their slopes decrease, but 
not enough to recover the very first ramp. This suggests that subtracting a post-
illumination dark does not allow to fully correct for persistence, i.e. persistence has a 
component with time-scale shorter than the duration of our ramps, of the order of 10 
minutes, at least for charge levels corresponding to full saturation and flux levels of about 
100ADU/s. Note that the post illumination dark has really been taken immediately after 
the end of the last illuminated exposure.  
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Figure 5: linearity ramps for pixel [500,500] (above) and [500,498] (below). Dashed lines: first ramp; 
black solid lines: next 9 ramps; red line: the 9 ramps after subtraction of the final dark. 

 
One needs to take a decision about the type of ramp one should use for reference: the 
very first one, or the average of the following nine? The very first ramp seems to better 
represent the typical observing conditions (bright sources will typically fall on previously 
dark pixels), but we have only one. We face higher noise and it may be more complicated 
assessing the systematics introduced by the correction. On the other hand, at least for 
certain programs requiring repeated observations of a bright background or crowded 
fields, the set of 9 ramps may actually provide better correction. The easy solution is to 
calculate the coefficients for both cases, distinguishing between a “dark” (the first ramp) 
and a “bright” (the average of the remaining 9, dark current subtracted) case of linearity 
correction. This allows at lest to postpone any decision about the choice of the optimal 
correction. 
To derive the calibration ramp in the “dark” case does not require much processing: our 
master ramp will simply be the first one, dark current subtracted using the pre-
illumination dark. To preserve the original swing of the counts, I have added back the 
dark current counts measured in the very first read. This is not ideally correct, as it 
corresponds to assuming a dark current equal to zero counts at the time of the first read: 
ideally dark should be zero at the time of reset, about 2.9 seconds earlier. Given the level 
of dark current, the difference is very small so we can neglect this effect  
For the bright case, before averaging the 9 ramps pixel-by-pixel, I correct for their offsets 
by taking the average of the first five reads, taken within the first 15 s of exposure and 
relatively immune to correlated Poisson noise within the ramps (which coherently shifts 
the rest of the ramp after a jump). The 9 ramps are scaled so to have these averages of 5 
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equal to that of the last ramp, assumed to represent better the illuminated system in stable 
conditions. The average linearity ramp for the bright case is then derived from the 9 
ramps using a sigma clipping mean estimator. Finally, the post illumination dark current 
is subtracted and the dark current counts measured in the very first read are added back. 
In this case the systematic error is larger, about 2ADU, but can still be neglected. 
For the bright case it is possible to calculate a standard deviation, again pixel-by-pixel 
and read-by-read, by looking at the spread of values of the 9 ramps. This provides a 
useful quantity to estimate the accuracy of the linearity correction, at least in what 
concerns the uncertainty related to the stability/repeatability of the linearity ramps, under 
constant (hopefully!) illumination. The standard deviation is calculated using a resistant 
estimator of the dispersion, to clip-out outliers. For the dark case, with only one ramp, 
this estimator is not available. 
A detailed inspection of the linearity ramps naturally blends into the issue of data quality, 
bad pixel masks, etc. These issues are explored in the Appendix at the end of this report.  

3.3 Non-linearity coefficients 
The third step of the process is the creation of the linearity correction coefficients. 
As discussed in my previous reports (Robberto 2011a, 2011b, 2012), there are at least 
two basic ways to perform the linearity correction. The standard method applies a 
polynomial correction, with coefficients H1 , H2 , H 3  to the measured counts Ci . 

 a + b ⋅ ti = Ci 1+ H1Ci + H2Ci
2 + H 3Ci

3⎡⎣ ⎤⎦   (1.1) 

The Hi  coefficients are derived from the initial calibration ramp, assumed having known 
flux rate. In practice, one has to “guess” the flux rate of the calibration ramp. Then, the 
application of the Hi values on any other ramp will not immediately reproduce a perfect 
straight line. A successive “ramp-fitting” procedure is needed to derive the best-fit 
coefficients, i.e. the intercept (bias) and slope (count rate) of the true linear signal.  
The alternative approach applies the polynomial correction to the unknown linear signal 
using a different expansion, leading to different coefficients K1 , K2 , and K3 : 

 a +Ci = b ⋅ ti( ) 1+ K1 b ⋅ ti( ) + K2 b ⋅ ti( )2 + K3 b ⋅ ti( )3⎡
⎣

⎤
⎦   (1.2)  

This approach to the linearity correction constrains the solution to be a straight line, and 
therefore no successive ramp fitting is needed. 
The procedure create_nonlinecoeff_WFC3.pro  uses this second method. I will not 
describe in detail the iterative algorithm, as it has been presented in my previous reports. 
Briefly, the routine starts using all reads (0 to 14) with an initial guess of the a and b 
parameters, derives the K coefficients fitting the observed data, re-evaluates the a and b 
parameter, and so on, iterating until it converges (usually within a few loops). The results 
are then examined for success using two simple criteria: 1) the derived set of a, b and Ki 
coefficients must be consistent and capable of reproducing the observed counts with an 
error (standard deviation of the relative discrepancies) less than 1% , and 2) the 
maximum departure from linearity at the last useful read must be less than 10% of the 
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counts. Both parameters can be tuned, their current values being rather conservative, 
according to my own experience. If one of the criteria is not satisfied, then the last read of 
the ramp is removed (usually it will be a saturated read) and a new solution is calculated. 
The loop proceeds cutting back from the end until success is achieved. The highest useful 
read provides the cut-off level, intended as the limit beyond which the linearity correction 
does not satisfies the assumed thresholds. Note that instead of the actual read, I use the 
corresponding reconstructed value, but the difference is generally small. Figures 6 to 17 
illustrate the results for the bright case. 
Figure 6 and 7 refer to the first coefficient, the intercept a of the linear solution. The 
difference between the four quadrants is evident, in particular quadrant 3 (bottom-right) 
is brighter than the others (see also Figure A1 in the Appendix). Note the presence of 
vertical bands with 64 pixels periodicity within the quadrants, especially evident in the 
left quadrants. Figure 7, similar to Figure A1, confirms the difference of bias levels. 
Figure 8 and 9 refer to the second coefficient, the slope b of the ramp. The quadrant 
pattern disappears, indicating that the four output chains may have large differences in 
offset but small differences in gain. The inner part of quadrants 2 and 4  (top-left and top-
right of the detector, respectively) receive more light and for this reason they show, 
especially quadrant 4, a rather asymmetric histogram in Figure 9. A number of detector 
artifacts are now apparent, starting from the prominent circular “death star” along the 
bottom edge on the left quadrant, the “wagon wheel” bottom right corner, the “lips” at the 
middle/right edge, and the long filament in the top/right quadrant. These structures are 
well known and discussed in Section 5.7.6 of the WFC3 instrument manual. The 
crosshatch pattern is also a typical feature of the detector flat-field (P-flat), and originates 
in the early processing of the detector HgCdTe material. 
Figure 10 to 15 refer to the coefficients K1, K2, and K3 of the polynomial expansion. The 
difference in illumination between the upper and lower half of the detector is at the origin 
of the asymmetric histograms for quadrants 2 and 4. Here is what happens: the routine 
has to decide for each ramp the highest value to be used in the calculation of the 
coefficients, e.g. read 10, 11, or 12, etc. The counts corresponding to these reads are 
separated by several thousand ADUs, a large spread in comparison to the spatial 
variations across the array at the same count levels. When a counts is slightly above the 
cut-off, it gets rejected and replaced by a much lower count at the previous read. This 
originates a “quantization” of the threshold levels, and therefore of the calculated 
coefficients, that may dominate over the spatial non-uniformity of pixel response.  
Finally, Figure 16 and 17 show the cut-off map and relative histograms. The quantization 
effect of the saturation threshold is now evident. Peaks are present in all four quadrants 
with quadrants 2 and 4, showing two nearly identical peaks, being more prone to the 
“bimodal” distribution of K parameters.   
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Figure 6:  map of the intercept a. 

 
Figure 7: histogram of the intercept, for each quadrant. From top to bottom: quadrant 1 (bottom-
left); quadrant 2 (top-left); quadrant 3 (bottom-right); quadrant 4 (top-right). The IDL routine 
histogauss.pro writes for each plot the number of data, the mean and standard deviation of the 
Gaussian fit. The mean, however, is not printed because of hardcoded limitations in the format of the 
output; its value, from top to bottom, is 11113.2, 9861.6, 12195.6, and 10611.8 ADUs. 
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Figure 8: map of the slope b. 

 
Figure 9: Similar to Figure 7, with gaussfit.pro mean values shown in the plot. 
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Figure 10: map of the K1 coefficient. 

 
Figure 11: histogram of the K1 coefficient for the four quadrants (See Figure 7). 
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Figure 12: map of the K2 coefficient. 

 
Figure 13: histogram of the Ks coefficient values, for the four quadrants (see Figure 7). 
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Figure 14: map of the K3 coefficient. 

 

 
Figure 15: histogram of the K3 coefficients, for the four quadrants (see Figure 7). 
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Figure 16: map of the cut-ff values. 

 
Figure 17: histogram of the cut-off values, for the four quadrants (see Figure 7). 

Having derived all parameters, I show in Figure 18 a typical case or reconstructed ramp. 
The linearized ramp (dashed line) satisfies at read nr. 11 (from 0) both threshold criteria: 
the “back” reconstruction of the observed data from the linearized ramp (red line) 
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matches the data with average error less than 1%, while the discrepancy at the last 
accepted read nr. 11 is less than 10% of the linearized flux. Note that the linearized ramp 
does not provide a best fit though the first n points of the ramp; instead, it grazes 
asymptotically the ramp but remaining insensitive to the noise, allowing for a departure 
from  linearity that begins with the integration, as expected on the basis of detector 
physics. 
 

 
Figure 18: Example of observed data (diamonds), linearized ramp (dashed line) and reconstruction 
of the observed data (red solid line).   

 

3.4 Non-linearity coefficients: conventional and new hybrid approach 
A major weakness of the WFC3 approach to the non-linearity correction is the need for 
an initial guess about the true slope of the calibration ramps. For example, Hilbert (2009) 
calculates “a best fit to the data, but only for low signal level which should be unaffected 
by non-linearity effects”, setting the threshold at 4500 counts from the first read. In 
practice, the first group of 5 reads, taken with the shortest possible integration time, is 
assumed to provide the true linear response of the detector. The signal, however, is never 
linear and the first reads are those most affected by readout noise. 
Here I propose to implement a different strategy, based on a combination of both 
methods, the conventional one and the one I have developed: the linearized calibration 
ramps, calculated in the previous section using my method, provide the “true” linear 
ramp against which the conventional correction coefficients can be derived.  The 
procedure  
CREATE_CONVENTIONAL_NONLINEARITY_CORRECTION_COEFFICIENTS.pro  
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performs the task of deriving the revised H coefficients of Equation (1.1) from the K 
coefficients. These H coefficients can then be used to correct for the general non-linearity 
using the traditional algorithm; as usual, a best fit to the linearized data can finally 
provide the slope and the intercept.   
Figure 19 provides an example of the results. Given a set of data points (diamonds), I 
have used my own algorithm to derive the K coefficients and the true “linear” ramp (red 
line). Then, using this ramp, I have derived the traditional H coefficients and linearized 
the data points using the old method (black line). A best fit to the conventionally 
linearized data, limited to the range below the cut-off threshold (dashed line) provides the 
same slope of the true ramp, 112.730 ADU/s. 
 

 
Figure 19: comparison of ramps linearized using the traditional algorithm (black line) and the new 
one (red line). The observed data are shown as diamonds while the cut-off level is represented by a 
dashed line.  

 As the H coefficients need to be combined with the measured counts to provide the true 
signal and bias, by themselves they do not contain any useful information. If we plot for 
example the constant term H0 and the linear term H1 (Figures 20 and 21) we see just 
pixelated noise distributed uniformly across the array. This is basically what was found 
by Hilbert (2009, see Figure 3): nearly gaussian distributions with small differences in the 
coefficient distributions from quadrant to quadrant.  
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Figure 20: map of the constant coefficient H0. 

 

 
Figure 21: map of the linear coefficient H1. 
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Given these “noisy” maps, and corresponding histograms, Hilbert (2009) investigated if 
the non-linearity correction should be done using the coefficients appropriate for each 
pixel or using a single set of coefficients for each quadrant, derived by averaging the 
individual pixel coefficients. On the basis of results like those reproduced here in Figure 
22, showing that single pixel coefficients provide a less constant signal rate than the 
quadrant-averaged coefficients, he opted for the second solution. WFC3, in fact, still uses 
quadrant averaged correction coefficients. 
 

        
Figure 22: reproduction of Figure 4 (left) and 5 (right) of Hilbert (2009), showing the non-linearity 
correction for two representative pixels. The data points (diamonds) have been divided by the 
integration time to obtain the count rate.   

I reproduced these plots, for the same pixels, using the results of my hybrid procedure. 
The results are shown in Figure 23, where again the red line refers to the single pixel 
correction and the blak line to the quadrant-averaged coefficints. First, we must notice 
that the data rates look different from those in Figure 22, even if we are dealing with the 
same pixels. This is presumably due to the difference in preparation: I have neglected the 
reference pixels (Hilbert used the vertical reference pixels) and I have used the post-
illumination dark current frame (Hilbert used an unspecified “good” dark). Second, the 
linearized count rates derived using either the single pixel coefficients (red line) or the 
quadrant-average coefficients (black line) appear nicely constant up to read nr. 11, the 
highest value below the cut-off level. Third, while the black line “crosses” the series of 
data point, the red line nicely matches the data only at the beginning of the ramp and 
better reproduces the true initial count rate before the non-linearity sets in. In other 
words, the local pixel correction provides a linearized ramp that nicely matches the initial 
count rate of each ramp and then departs, due to non-linearity. The mean coefficients, 
instead, seem to bias the linearized count rate toward lower values. This is not surprising, 
since it expected to pass trough the first part of the ramp instead of grazing it. 
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Figure 23: same as Figure 22, but with the count rates and linearized ramps derived using the hybrid 
strategy described in the text. 

3.5 Hint of persistence in the ramp 
As a matter of fact, it is not always true that the red line gracefully matches the initial 
count rate. In Figure 24 I show the results for pixel [500,500], one of the randomly 
selected pixels previously considered. At the very beginning of the ramp, there is “spur” 
of higher count rate that decays within the first 100 seconds. The polynomial expansion I 
have assumed is immune to this effect and converges to a solution that makes this 
anomaly clearly visible. 



JWST-STScI-002894 
SM-12 

 
Check with the JWST SOCCER Database at: https://soccer.stsci.edu 

To verify that this is the current version. 
 

 - 21 - 

 
Figure 24 Same as Figure 23, for pixel [500,500]. Notice the “spur” of decaying count rates at the 
beginning of the ramp. 

To investigate the origin of the spur, in Figure 25 and 26 I compare the count rates and 
linearized ramps for 16 adjacent pixels. Figure 25 is relative to the bright case, Figure 26 
to the dark case. The excess of count rates at the beginning of the ramp seems to be 
present only in Figure 25, while it disappears in Figure 26. Note, on the other hand, that 
Figure 26 shows a number of pixels with an initial  “negative” spur, although with shorter 
time scale than the positive one.  
The positive spur seems to indicate that the improved linearity correction may allow 
detecting persistence within the ramp. One could try to characterize the average decay 
and add an extra exponential term in the fitting equation to solve for both non-linearity 
and persistence simultaneously. Vice-versa, the lower initial count rates seen in the dark 
ramp provide a note of caution, as initial “reset” effects may be present regardless on the 
illumination history. Apparently, our dark current subtraction has not been able to 
entirely remove them.  
In any case, having a linearity correction strategy that does not rely on the assumption of 
initial linearity of the ramp seems highly convenient. This is probably the main benefit of 
the method described in this document. 
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Figure 25: linearity corrected count rates for 16 adjacent pixels, in the bright case. 

 

 
Figure 26: Same as Figure 25, for the dark case. 
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4 A first look at real data 
Before concluding, I present the results obtained implementing the new correction to 
some real data. Figure 27 and 28 show the ramps and relative count rates for a bright 
point source in a WFC3-IR image of Westerlund 1 (file ib5w01etq_ima.fits). The image 
has not been processed, cosmic rays in particular are still present and are simply treated 
with a basic script that flags them out and truncates accordingly the ramp.  
In general, the algorithms appears to behave as expected, providing linearized ramps 
tangent to the data point and count rates that do not intersect the early parts of the ramps. 
As these results look promising, it may be appropriate to undertake a more extensive 
study that may eventually lead to the adoption of the new set of coefficients.  
It is important to remark that using a new set of coefficient would require a full 
recalibration of the instrument zero points, since the ramps derived with the new 
coefficient are systematically steeper (higher count rates) than the one currently derived. 

 

 
Figure 27: ramps for a 5x5 subarray of pixels centered around the peak of a bright star in the field of 
Westerlund 1. The red lines represents the linearized ramps over their ranges of validity, possibly 
truncated by a cosmic ray detection. 



JWST-STScI-002894 
SM-12 

 
Check with the JWST SOCCER Database at: https://soccer.stsci.edu 

To verify that this is the current version. 
 

 - 24 - 

 
Figure 28:  same as Figure 27, for the corresponding count rates. 

 

5 Conclusions 
In this report I have used WFC3 data to illustrate step-by-step a new strategy leading 
from the initial linearity ramps to the final linearity correction of science data. The 
approach I have envisioned is a hybrid between my recently proposed algorithm (used 
here to derive the “true” slope of the calibration ramps, and therefore the correction 
coefficients) and the conventional algorithm that directly corrects from the measured 
counts to a nearly linear signal, to be eventually fitted to derive the slope.  
Taking a fresh look at the WFC3 calibration data, I have analyzed the anomalous 
behavior of the reference pixels, whose output appears to be coupled with the response of 
the active pixels, and the dark current, which shows strong persistence after illumination. 
I have therefore built calibration ramps that depart from those used by Hilbert (2008) to 
derive the coefficients currently in use for WFC3. I have shown that persistence affects 
the set of calibration ramps and introduced a distinction between a bright and dark set of 
linearity coefficients. For the bright case, I have analyzed the signal and noise properties 
of the pixels to flag different populations of bad or problematic pixels.  
I have then used my own iterative algorithm to consistently derive the intercept, slope, 
the three non-linearity coefficients and the cut-off threshold for each pixel. The slope and 
intercept have then been re-used as reference to derive the conventional non-linearity 
coefficients. This method provides excellent linearity correction and unbiased estimate of 
the count rate, and seems superior to the quadrant average correction currently used by 
CALWF3. 
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A look at the linearized ramps and count rates plots allows detecting relatively subtle 
effects of persistence and initial reset anomaly within the ramp. This may open the 
opportunity of correcting for these effects before line fitting. 
Finally, as a demonstration, I have applied the linearity correction to WFC3 science data, 
confirming the robustness of the algorithm and the apparent lack of anomalies in the 
slope or count-rate plots.  
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Appendix A. Detector anomalies 
 
For the bright case, we can exploit the availability of both a reference ramp and its 
associated noise to analyze the main detector behavior and isolate anomalous pixels. 
Figure A.1 shows the count vs. error of the first read, quadrant by quadrant. Reference 
pixels are not plotted. The third quadrant appears shifted to higher counts, whereas the 
first quadrant shows a suspicious satellite cloud of points with counts higher than the 
main population. Figure A.2 shows the same data in histogram format. The ratios of the 
average counts, normalized to the first quadrant, are 1.00:0.89:1.09:0.96. These values 
provide a good initial estimate of the difference of bias levels between of the four readout 
chains.  

 
Figure A.1: counts vs. noise for the four quadrants, read 0. The red arrow marks the position of the 

“cloud”. 
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Figure A.2: same as Figure A.1, in histogram format. The mean values for the four quadrants are 
11431.5, 10198.2, 12513.0 and 10947.7 ADU (see Figure 7). 

 
Figure A.3 and A.4 are similar to Figure A.1 and A.2, but for read nr. 7, about 1/3 of the 
dynamic range. We start seeing a number of “cold” pixels and a tail (especially in 
quadrant 3) of “lazy” pixels, either because of low QE or because of low (vignetted) 
illumination.  
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Figure A.3: same as Figure A.1, for read nr. 7. The red arrow marks the position of the “cloud”. 

 
Figure A.4 Same as Figure A.2, for read nr. 7. The average values, from top to bottom, are: 22088.4, 
21413.9, 23314.1 and 22162.3 ADU. 

Figure A.5 and A.6 are relative to read 11, about 5/6 full well. In the first quadrant two 
cloudlets of points consistently show low counts. The Gaussian distributions start to be 
skewed (in particular quadrant 3) as a fraction of pixels has already reached saturation. 
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Figure A.5: same as Figure 6, for read nr. 11. The red arrow marks the position of the “cloud”. 

 
Figure A.6: same as Figure A.2, for read nr. 11. The average values, from top to bottom, are: 
42722.2,42885.7, 44288.7, and 43679.9 ADU.  

Figures A.8 and A.9 are relative to the last read of the ramps, with most of the detector in 
regime of saturation. Note the narrowing of the peaks, due to the “collapse” of all values 
to the average saturation levels.   
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Figure A.8: same as Figure 6, for the last read nr. 14. The red arrow marks the position of the 
“cloud”. 

 
Figure A.9: same as Figure A.2, for the last read nr. 14. The average values, from top to bottom, are: 
47997.6, 46764.1, 49598.9 and 47635.0 ADU. 
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To further visualize the situation, let’s look at a few representative pixels. Figure A.10 
shows the ramps for 4 representative pixels: 

a) a “hot pixel”, characterized by counts higher than 20,000 ADU in the first read 
b) a “cold pixel”, with counts lower than 20,000 ADU in the last read 
c) a “lazy pixel”, in the cloudlet of points between 27,000 ADU and 33,000ADU 

with noise less than 50 ADU 
d) a regular “good” pixel. 

The first two types of pixels should clearly be marked as bad. Lazy pixels, on the other 
hand, appear anomalous but may be usable, if stable, with substantial flat field correction. 
 

 
Figure A.10: ramps for 4 representative pixels (see text). 

 
The issue of stability leads us to Figure A.11, were we show two ramps relative to 
randomly selected “noisy” pixels, selected among those having standard deviation (at 
read nr. 7) larger than 300 ADU. These pixels have response that increases with the 
signal, but due to their erratic behavior they definitely should not be used for science 
data.  
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Figure A.11 Ramps of two pixels showing high standard deviation in the bright linearity ramps. 
Their erratic response makes them unsuitable for science. The dashed lines represents the position of 
read nr. 7. 

In Figure A.12 I show the spatial distribution of the four types of bad pixels, i.e. hot, 
cold, the “cloud” in ramp 11, and noisy ones selected according to the criteria listed 
above. The “cloud”, for example, turns out to be largely associated to the “death star” at 
the bottom of the chip. Notice that this feature is not apparent in the Figures A.1 and A.3, 
and therefore cannot be regarded, strictly speaking, as a collection of dead or 
“unresponsive” pixels. Obviously, the various thresholds I have assumed can be tuned for 
each quadrant, to flag e.g. cosmetic features evident in the raw or processed images.  
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FigureA.12: this illustration shows four different maps of the full 1kx1k WFC3 detector. Each map 
shows the positions in the field of a different type of bad pixels, flagged according to the criteria 
indicated in the text and briefly reported in red characters. 

 


